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METHODS AND SYSTEMIS FOR 
CLASSIFYING DATAUSINGA 
HERARCHICAL TAXONOMY 

CROSS REFERENCE TO RELATED 
APPLICATIONS 

This application claims priority to provisional patent appli 
cation Ser. No. 61/580,503 filed on Dec. 27, 2011, which is 
hereby incorporated by reference in its entirety. 

BACKGROUND OF THE INVENTION 

This invention relates generally to labeling data and, more 
particularly, to methods and systems for classifying data 
using data classification techniques that are based on a hier 
archical taxonomy of clustered data. 

Automated classification, or “labeling,” of data may be 
used to efficiently organize, route, and/or process such data. 
As an example, Support centers receive large amounts of 
documents related to Support requests. Document labeling 
techniques, such as clustering, may be used to group together 
similar documents. For example, when a Support center 
receives a set of documents, the Support center may execute 
clustering software that extracts keywords from the docu 
ments. Based on the extracted keywords, the clustering soft 
ware groups together documents that are associated with 
similar keywords to generate clusters of documents. 
To label the various clusters, a Support center may employ 

individuals to manually review clusters of documents and to 
determine an appropriate label for the clusters. Rather than 
reviewing all the documents in a cluster, an individual may 
review (e.g., read) a sample of documents. Based on the 
reviewed sample of documents, the individual may label the 
cluster. 

Such techniques may provide a static labeling scheme in 
which a new incoming document is labeled based on the label 
previously assigned to a cluster of documents similar to the 
incoming document. However, topics represented by incom 
ing documents may change over time, Such that the creation 
of new labels is appropriate. In addition, the meaning of terms 
may change over time. Such that a term previously associated 
with one topic may come to be associated with a new topic. A 
static labeling scheme may not adequately accommodate 
Such changes. 

Similar techniques may also be applied to documents other 
than Support requests. For example, some organizations may 
use these techniques to organize a variety of documents (e.g., 
text files, emails, images, metadata files, audio files, presen 
tations, etc.) accessible over the Internet. A static labeling 
scheme has similar limitations when applied to these types of 
documents. 

BRIEF DESCRIPTION OF THE INVENTION 

In one embodiment, a computer-based method including 
executing instructions stored on a computer-readable 
medium is provided. The method includes generating a set of 
document classifiers by applying a classification algorithm to 
a trusted corpus that includes a set of training documents 
representing a taxonomy. One or more of the generated docu 
ment classifiers are executed against a plurality of input docu 
ments to create a plurality of classified documents. Each 
classified document is associated with a classification within 
the taxonomy and a classification confidence level. One or 
more classified documents that are associated with a classi 
fication confidence level below a predetermined threshold 
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2 
value are selected to create a set of low-confidence docu 
ments. The low-confidence documents are disassociated from 
each of the associated classifications. A user is prompted to 
enter a classification within the taxonomy for at least one 
low-confidence document. The low-confidence document is 
associated with the entered classification and with a prede 
termined confidence level to create a newly classified docu 
ment. 

In another embodiment, a computer system is provided. 
The computer system includes a memory for storing a trusted 
corpus that includes a set of training documents representing 
a taxonomy. The computer system also includes a processor 
that is coupled to the memory and programmed to generate a 
set of document classifiers by applying a classification algo 
rithm to the trusted corpus. The processor is also programmed 
to execute one or more of the generated document classifiers 
against a plurality of input documents to create a plurality of 
classified documents. Each classified document is associated 
with a classification within the taxonomy and a classification 
confidence level. The processor is further programmed to 
select one or more classified documents that are associated 
with a classification confidence level below a predetermined 
threshold value to create a set of low-confidence documents, 
to disassociate the low-confidence documents from each of 
the associated classifications, and to prompt a user to enter a 
classification within the taxonomy for at least one low-con 
fidence document. The low-confidence document is associ 
ated with the entered classification and with a predetermined 
confidence level to create a newly classified document. 

In another embodiment, one or more computer-readable 
media having computer-executable instructions embodied 
thereon is provided. When executed by a computing device, 
the computer-executable instructions cause the computing 
device to generate a set of document classifiers by applying a 
classification algorithm to a trusted corpus that includes a set 
of training documents representing a taxonomy, to execute 
one or more of the generated document classifiers against a 
plurality of input documents to create a plurality of classified 
documents, wherein each classified document is associated 
with a classification within the taxonomy and a classification 
confidence level, to select one or more classified documents 
that are associated with a classification confidence level 
below a predetermined threshold value to create a set of 
low-confidence documents, to disassociate the low-confi 
dence documents from each of the associated classifications, 
and to prompt a user to enter a classification within the tax 
onomy for at least one low-confidence document, wherein the 
low-confidence document is associated with the entered clas 
sification and with a predetermined confidence level to create 
a newly classified document. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIGS. 1-4 show exemplary embodiments of the methods 
and systems described herein. 

FIG. 1 is a simplified block diagram of an exemplary ser 
Vice system including a plurality of computing devices in 
accordance with one embodiment of the present invention. 

FIG. 2 is a block diagram of exemplary components in a 
data classification system used for classifying clusters of 
documents that may be used in conjunction with the system 
shown in FIG. 1. 
FIG.3 is a flowchart of an exemplary method for classify 

ing documents that may be performed by the system shown in 
FIG 2. 
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FIG. 4 is a block diagram showing example or representa 
tive computing devices and associated elements that may be 
used to implement the systems of FIGS. 1 and 2. 

DETAILED DESCRIPTION OF THE INVENTION 

Domain-specific taxonomy and related documents may be 
valuable resources for efforts such as customer Support, pro 
viding standard domain knowledge classification and a hier 
archical knowledge base. Described herein is a process of 
using Such a taxonomy and the associated knowledge base to 
automate data classification, improve label quality and mini 
mize manual review work. Such data may be the content of a 
plurality of documents. Accordingly, the terms “data classi 
fication' and "document classification' are used interchange 
ably herein. Specific examples related to classifying customer 
issues in the context of a Support center are discussed below, 
but the methods described are applicable to the classification 
of any such documents. 
A hierarchical taxonomy (e.g., a customer Support tax 

onomy) is a hierarchical tree structure of domain specific 
issues, which starts with broad, generic topics (e.g., Support 
issues), and drills down into more and more specific Subcat 
egories of each topic. For example, in the context of an online 
advertising service, there may be several product areas that 
generate customer inquiries: account management, billing, 
campaign management, performance, policy, etc. 

For each of those product areas, a product line manager 
may want to understand the more fine-grained breakdown of 
issues. For example, in the billing area, the issues may include 
categories such as payment processing, credits, refunds, etc. 

Drilling down even further, customer Support representa 
tives (CSRs) may benefit from understanding the sub-issues 
of each of these billing sub-categories. To continue the adver 
tising service example, in the Subcategory of payment pro 
cessing under the category of billing, the specific Sub-issues 
may include: 1) Customer has questions on activation fee; 2) 
Customer's account is marked delinquent; 3) Customer has 
questions on account cancellation; and 4) Customer has ques 
tions on forms of payment and/or invoicing. These multiple 
levels of issue categories, Subcategories, and Sub issues 
together compose a product issue taxonomy, a hierarchical 
structure of nodes, represented by top-level nodes (e.g., 
issues) along with child nodes (e.g., Sub issues and so forth). 

In addition to the hierarchical taxonomy of issues, docu 
ments may be associated with each specific issue in the tax 
onomy. For example, in the context of a Support center, Such 
documents may include training documents in the form of 
sample customer Support emails, chats, and/or phone records, 
as well as the help center documentation, standardized or 
“canned responses, CSR training materials, etc. 

In exemplary embodiments, a classification model may be 
used to automatically classify documents. The classification 
model is trained based on the hierarchical customer issue 
taxonomy. Training may be performed in two stages: initial 
training and ongoing training. 

Initial training based on the taxonomy is used to generate a 
set of classifiers aligned with the taxonomy of issues. In initial 
training, taxonomy training documents are treated as an ini 
tial trusted corpus or “seeds.” For example, the trusted corpus 
may include previously classified documents associated with 
a classification confidence level above a predetermined con 
fidence level threshold (e.g., 80%). A classification algo 
rithm, such as Generalized Expectations Criteria, is applied to 
the trusted corpus to create document classifiers, which are 
trained to recognize issues within the taxonomy. 
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4 
As described above, the taxonomy of topics (e.g., issues) is 

hierarchical. In some scenarios, a set of documents within the 
trusted corpus may be classified into two or more topics (e.g., 
Sub-issues). In such a scenario, a low-level classifier may be 
used to differentiate between these topics. In addition, or 
alternatively, these topics may be combined into a new topic 
(e.g., an issue) above the level of these topics in the taxonomy. 
When a classifier returns two or more topics for a given 

document, the lowest common parent of the topics may be 
identified in the hierarchical taxonomy, and the topic repre 
sented by the identified parent may be associated with the 
document. 
Some domain-specific taxonomies may intersect, in which 

case the topics at least partially overlap. Such taxonomies do 
not conform to a strict hierarchical structure. And some other 
taxonomies are sufficiently fine-grained, or have a sufficient 
number of levels, that machine learning (ML) algorithms are 
notable to easily distinguish between topics in the taxonomy. 
Accordingly, during the initial training process, parameters of 
ML algorithms may be manually adjusted, and the taxonomy 
may be manually refined. Once the initial training is com 
plete, the classifiers match the refined taxonomy. 
Ongoing classification training may be used to continu 

ously refine the classification system over time. For example, 
as more customer Support documents are received, a static 
taxonomy may be insufficient, as the topics represented by 
the documents shift over time, and customers might come to 
use different terms to describe the same issue. Accordingly, 
manual review may be used to augment and improve the 
automated classification. 

In exemplary embodiments, the taxonomy-generated clas 
sifier classifies incoming documents into one of the topics in 
the taxonomy and associates each classified document with a 
classification confidence level. If the confidence level is lower 
than a predefined threshold, the document is declassified and 
passed to a manual review process. A manual reviewer clas 
sifies the document (e.g., by tagging with the correct label), 
and the document is used as "golden data (a document with 
a high classification confidence level) in the next iteration of 
the training process. Accordingly, operation of the classifiers 
may be gradually adjusted over time based on manual classi 
fication of low-confidence documents. 

Embodiments of the methods and systems described herein 
enable a computer system to (i) generate document classifiers 
based on a trusted corpus of training documents, (ii) classify 
unclassified documents using the document classifiers, (iii) 
determine a confidence level for Such classifications, (iv) 
prompta user to manually classify documents associated with 
a low-confidence classification, (v) associate a high level of 
confidence with manually classified documents, and (vi) use 
documents associated with a high confidence classification to 
further train the document classifiers. 

In the example embodiment, the system includes a classi 
fication manager that performs a semi-supervised classifica 
tion process. The basic steps in the process are as follows: (1) 
generating a set of document classifiers by applying a classi 
fication algorithm to a trusted corpus, wherein the trusted 
corpus includes a set of training documents representing a 
taxonomy; (2) executing one or more of the generated docu 
ment classifiers against a plurality of input documents to 
create a plurality of classified documents, wherein each clas 
sified document is associated with a classification within the 
taxonomy and a classification confidence level; (3) selecting 
one or more classified documents that are associated with a 
classification confidence level below a predetermined thresh 
old value to create a set of low-confidence documents; (4) 
disassociating the low-confidence documents from each of 
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the associated classifications; and (5) prompting a user to 
enter a classification within the taxonomy for at least one 
low-confidence document, wherein the low-confidence docu 
ment is associated with the entered classification and with a 
predetermined confidence level to create a newly classified 
document. 
The following detailed description illustrates embodi 

ments of the invention by way of example and not by way of 
limitation. It is contemplated that the invention has general 
application to processing electronic documents such as email 
messages, messages from online forums (e.g., Supportforums 
or message boards), other types of messages, web pages, 
reviews of products and/or services, news articles, editorials, 
blogs, text files, images, metadata files, audio files, presenta 
tions, and other electronic documents by a party in industrial, 
commercial, and residential applications. 
As used herein, an element or step recited in the singular 

and proceeded with the word “a” or “an should be under 
stood as not excluding plural elements or steps, unless Such 
exclusion is explicitly recited. Furthermore, references to 
“one embodiment of the present invention are not intended 
to be interpreted as excluding the existence of additional 
embodiments that also incorporate the recited features. 
The methods and systems described herein may be imple 

mented using computer programming or engineering tech 
niques including computer Software, firmware, hardware or 
any combination or subset thereof, wherein the technical 
effects may include at least one of: a) generating a set of 
document classifiers by applying a classification algorithm to 
a trusted corpus, wherein the trusted corpus includes a set of 
training documents representing a taxonomy; b) executing 
one or more of the generated document classifiers against a 
plurality of input documents to create a plurality of classified 
documents, wherein each classified document is associated 
with a classification within the taxonomy and a classification 
confidence level; c) selecting one or more classified docu 
ments that are associated with a classification confidence 
level below a predetermined threshold value to create a set of 
low-confidence documents; d) disassociating the low-confi 
dence documents from each of the associated classifications; 
and e) prompting a user to enter a classification within the 
taxonomy for at least one low-confidence document, wherein 
the low-confidence document is associated with the entered 
classification and with a predetermined confidence level to 
create a newly classified document. 

FIG. 1 is a diagram of an example environment 100 for 
grouping documents from a document corpus 110. In the 
environment 100, users of a product (illustrated as users 102, 
103 and 104) provide information, such as complaints, com 
ments relating to the product, etc. that forms at least a portion 
of the document corpus 110. Although only three users are 
depicted, any number of users may provide the information. 
The number of users may even reach into the hundreds, thou 
sands, tens of thousands, or more. The product can be con 
sidered as any type of goods or service. For example, the 
product can be, but is not limited to, an e-mail service, an 
advertising service, an Internet Protocol (IP) telephone ser 
vice, a computer operating system, an electronic device Such 
a computer or Smartphone, oran automobile. The information 
can be provided, for example, in customer-related meetings 
Such as customer Support sessions. 

In some implementations, the user-provided information 
can include feedback about the product’s performance 
including, but not limited to, general complaints about the 
product, issues relating to specific features or operation of the 
product, and positive comments about the product. The feed 
back may include Statements such as “my laptop would not 
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6 
boot.” “my wireless keyboard does not seem to work.” “I can't 
access my advertising account, and "color prints from my 
printer are getting Smudged. Even though the environment 
100 relates to customer service or support scenario, it should 
be noted that the present disclosure applies to various other 
environments in which documents are grouped into clusters. 
For example, the methods and systems described can be 
applied/used to cluster patents or technical literature based on 
different technologies, to cluster a collection of movie 
reviews based on genres, and/or to cluster documents acces 
sible over the Internet by subject matter. Accordingly, these 
techniques may be generally applicable to any documents 
that may be classified, categorized, or otherwise organized 
into Subjects or topics, which may be represented by classi 
fications or "labels.” 

In some implementations, the documents in the corpus 110 
can vary according to the environment or application. For 
example, in the customer support environment 100 depicted 
in FIG. 1, the corpus 110 includes documents related to feed 
back from the users 102-104 through any appropriate mecha 
nisms, including telephones and computers. The information 
may include documents such as e-mail messages 105, posts to 
discussion forums 106, transcriptions of telephone calls 107. 
and any other document 108 that conveys feedback informa 
tion, including, for example, records of chat sessions. The 
corpus 110 is provided to a server 120, which can include a 
clustering module 125 and a ranking module 130. Clustering 
module 125 may execute a clustering algorithm to group 
together documents from the corpus 110 that are similar to 
each other in Some sense. In some implementations, the clus 
tering module 125 can be a part of a clustering engine that 
resides on the server 120. 

In some implementations, clustering can include grouping 
documents based on Some information that is common to the 
documents. For example, the clustering module 125 can iden 
tify information, such as words, phrases, or other textual 
elements that are common to two or more documents of the 
corpus. In some implementations, the words are not pre 
defined, but rather are identified based simply on their pres 
ence in the documents. Such information, that is not pre 
defined but extracted based on parsing the documents, may be 
referred to as unplanned information. The clustering module 
125 can define clusters corresponding to Such unplanned 
information (e.g., words), and associate documents with cor 
responding clusters. For example, the clustering module 125 
may identify one or more words or phrases, such as “inbox' 
and “capacity' that are common to at least some of the docu 
ments. In such cases, since unplanned terms are used to define 
clusters, the clustering module 125 can define clusters that 
might not have been predicted and, therefore, might not oth 
erwise have been identified. 

In the above example, the clustering module 125 may 
define a cluster that contains documents (or references to 
documents) having both the words “inbox” and “capacity' in 
their text. Another cluster may include documents having 
both the words “drop' and “call.” and so on. In some imple 
mentations, one or more rules can specify, e.g., what words 
may be used for clustering, the frequency of such words, and 
the like. For example, the clustering module can be config 
ured to group together documents where a given word or 
synonyms of the given word are present more than five times. 
In another example, the clustering module 125 can be con 
figured to group together documents where any of a pre 
defined set of words is present at least once. 

In some implementations, one or more sets of pre-labeled 
documents can be added to the document corpus 110 to create 
an augmented corpus. For clustering purposes, the labels of 
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the pre-labeled documents can be ignored. Once a clustering 
algorithm is executed on the augmented corpus, the pre 
labeled documents can be tracked to determine their distribu 
tion in the various resultant clusters. Further, Such tracking 
may be used to facilitate automatic labeling of the resultant 
clusters. For example, if the augmented corpus includes pre 
labeled documents labeled “A”, “B” or “C” and a particular 
resultant cluster includes 80% of the pre-labeled documents 
labeled “A” but only 30% of the pre-labeled documents 
labeled “B”, a probability that other documents within the 
cluster are related to subject matter identified by the label 'A' 
can be higher than a probability that such documents are 
related to subject matter identified by label “B”. Therefore, 
the cluster (or documents within the cluster) could be labeled 
'A' with a high degree of confidence. In some implementa 
tions, one or more metrics could be defined to assist in the 
determining if and/or how a particular cluster can be labeled, 
e.g., based on the distribution of pre-labeled documents 
within the clusters. 

In some implementations, the clustering module 125 pro 
duces document clusters 150, 151,152. Although only three 
clusters are shown, any number (e.g., one or more) of clusters 
may be produced. In unsupervised clustering, the significance 
of a given cluster (e.g. what the cluster represents) is gener 
ally unknown. Accordingly, each cluster may need to be 
labeled. Labeling a cluster with a label can include assigning 
the label to each document within the cluster. The labeling 
process may be automatic or manual. For example, a sample 
155 may be chosen (e.g. pseudo randomly) from the cluster 
152 and read by an operator 160 to identify the subject matter 
of the sample 155. The cluster 152 may be characterized 
based on the subject matter identified for one sample (e.g., 
sample 155) or multiple samples. For example, in a cluster 
where the words “inbox” and “capacity” occur frequently in 
the documents, one or more samples can be analyzed to 
identify that the Subject matter generally pertains to com 
plaints one-mail inbox capacity. In Such cases, the cluster can 
be labeled accordingly (e.g., with a label: “problems with 
email inbox capacity'). 

In some implementations, a cluster (e.g. cluster 150) can be 
labeled by automatically analyzing one or more samples (e.g. 
a sample 165) from the cluster 150. In such cases, the auto 
matic analysis of the sample can be performed on a comput 
ing device, such as the server 120 or other type of computing 
device. In some implementations, the server 120 can include 
a labeling engine (not shown) that facilitates operations to 
automatically label document clusters. In some implementa 
tions, where the document corpus 110 is augmented by pre 
labeled documents, a cluster can be automatically labeled 
based on determining a distribution of the pre-labeled docu 
ments contained in the cluster. For example, a cluster can be 
automatically labeled based on the number of pre-labeled 
documents with a given label that end up in the cluster. In 
Some implementations, a cluster can be automatically labeled 
based on a relative proportion of a given label to the total 
number of pre-labeled documents. Such a determination, and 
hence the automatic labeling on the cluster can be facilitated 
by the labeling engine. The labeling engine can reside or 
execute on a computing device Such as the server 120. In some 
implementations, the labeling of the clusters can be facilitated 
using a combination of automatic and manual methods. For 
example, if an automatic method fails to unambiguously 
determine a label for a particular cluster, the cluster may be 
delegated for further processing by an individual Such as the 
operator 160. 

In some implementations, the server 120 can also include a 
document module 135 for processing the corpus 110. For 
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8 
example, in a customer Support environment, the document 
module 135 may retrieve different types of communications 
from various users, locations, and format and process the 
communications such that they share a common document 
(e.g., textual) format. The communications may be retrieved 
from a voicemail server (e.g., transcribed telephone calls), 
from a forum server (e.g., forum posts), from an e-mail server 
(e.g., e-mails), or from other sources (e.g., servers or other 
devices) not described here. Retrieval may include requesting 
and receiving communications relating to a productor service 
from the various sources and/or performing a direct memory 
access of storage locations in the various sources for the 
communications. In some implementations, each Source can 
maintain one or more databases or the like, that stores the 
various communications, and each Source can perform key 
word searches of their databases, e.g., to identify communi 
cations relating to particular products, services or other items. 
In some implementations, a communication can be parsed to 
identify the communication. 
The document module 135 may format the documents that 

it receives so that the resulting documents have a common 
format. For example, tags or other identifiers, if present, may 
be removed from the retrieved documents or otherwise modi 
fied. Other types of formatting may also be performed, e.g., to 
remove or modify any formatting codes, headers or other Such 
information. 

In some implementations, the document clusters may be 
ranked using the ranking module 130, which may also be 
executed on the server 120. In some implementations, the 
ranking module 130 ranks document clusters according to 
one or more metrics. For example, the ranking module 130 
may rank the clusters 150, 151 and 152 according to the 
quantity of documents in each cluster, as a cluster with many 
documents may represent a relatively significant topic (e.g., 
product issue). As another example, the ranking module 130 
may rank the clusters 150, 151 and 152 according to an 
estimated time to resolution of an issue represented by the 
cluster (e.g., issues represented by a cluster'software update' 
may typically be resolved faster than issues represented by a 
cluster “hardware malfunction'), a label assigned to the clus 
ter, a number of documents in a cluster, a designated impor 
tance of Subject matter associated with a cluster, identities of 
authors of documents in a cluster, or a number of people who 
viewed documents in a cluster, etc. In an example, a cluster 
representing an issue that historically has taken a longer time 
to resolve may be ranked higher than a cluster representing an 
issue with a shorter historical time to resolution. In another 
example, several metrics are weighted and factored to rank 
the clusters. The ranking module 130 can be configured to 
output the rankings to a storage device (e.g., in the form of a 
list or other construct). 
The information obtained by grouping documents into 

clusters and labeling the clusters may be used to identify 
problem(s) or other issues with a product or service and to 
provide appropriate resolution paths. For instance, in 
response to identifying a cluster (with a label) as “problems 
with e-mail inbox capacity, a person or department respon 
sible for maintenance of e-mail systems can be contacted to 
resolve the problem. The resolution could involve instructing 
the person or department to increase the capacity of e-mail 
inboxes, or to provide users with an option to increase the 
inbox capacity (e.g., for an additional fee). The rankings 
provided by the ranking module 130 may indicate level(s) of 
importance to the document clusters. The topic(s) (e.g., prob 
lems or other issues), identified by the labels assigned to the 
document clusters, may be addressed in order of importance. 
For example, if the cluster having “problems with e-mail 
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inbox capacity' is ranked highest among the clusters (and, 
thus, most important), issues with email capacity may be 
addressed first, followed by other topics in order of impor 
tance. 

FIG. 2 is a block diagram of exemplary components in a 
data classification system 200. In exemplary embodiments, 
data classification system 200 is configured to classify clus 
ters of documents, such as clusters 150, 151,152 created by 
system 100 (shown in FIG. 1). System 200 includes a classi 
fication manager 205 with a training module 210, document 
classifiers 215, and a confidence score generator 220. In an 
example, training module 210 is configured to implement 
Supervised learning techniques to train document classifiers 
215 to automatically classify, or “label clusters of docu 
ments in corpus 110 with an underlying customer Support 
issue. (As used herein, the terms “classify” and “label” are 
used interchangeably.) The learning techniques may be 
Supervised in that they may use training data derived from a 
manual review of an underlying issue (e.g., classification or 
label) associated with clusters. 

In this example, training module 210 receives training data 
225 in the form of a trusted corpus including classified docu 
ments. Training module generates and/or trains document 
classifiers 215 to recognize in unclassified documents the 
classifications that are included in training data 225. In an 
example, training module 210 receives a plurality of classi 
fied documents in training data 225. The classified documents 
may each include a set of data (e.g., words, images, symbols, 
and so forth) and a classification corresponding to the set of 
data. Document classifiers 215 are trained on the classified 
documents in training data 225. Specifically, training module 
210 applies a learning model to the classified documents. In 
Some embodiments, the learning module applied by training 
module 210 is Supervised. Generally, a Supervised learning 
model includes a process that analyzes training data 225 to 
identify "attributes' of the classifications included in training 
data 225. Generally, attributes of a classification include data 
identifying the classification, including, e.g., data patterns, 
placement of words, keywords, and so forth. 

In an example, exemplary Supervised learning models 
include a Support vector machine model, an expectation 
maximization model, a generative model as described in U.S. 
Pat. No. 7.231.393 (the entire contents of which are incorpo 
rated herein by reference), a probabilistic model as described 
in U.S. Pat. No. 7,383.258 (the entire contents of which are 
incorporated herein by reference), a statistical model of user 
behavior associated with ad selections as described in U.S. 
Patent Pub. No. 2007/0156887 (the entire contents of which 
are incorporated herein by reference), an expectation regular 
ization model (see Gideon S. Mann & Andrew McCallum, 
Simple, Robust, Scalable Semi-supervised Learning via 
Expectation Regularization, Proceedings of the 24th Interna 
tional Conference on Machine Learning, 2007), and so forth. 

Based on execution of the learning model, training module 
210 learns attributes of a classification and trains document 
classifiers 215 to determine that documents of a certain type 
should be associated with a certain classification. In an 
example, a particular document classifier is trained to recog 
nize when to apply a particular classification. 

Still referring to FIG. 2, training module 210 receives data 
associated with the classified documents in training data 225. 
In an example, training data 225 includes Document 1, which 
is associated with the classification “label A'; Document 2, 
which is associated with the classification “label B'; and 
Document 3, which is associated with the classification"label 
C. Based on an execution of a learning model, training 
module 210 learns a set of attributes associated with label A, 
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10 
a set of attributes associated with label B, and a set of 
attributes associated with label C. 

In this example, document classifiers 215 include docu 
ment classifier A, document classifier B, and document clas 
sifier C. Training module 210 associates document classifier 
A with label A and the attributes of label A. In particular, 
document classifier A is trained to recognize appropriate 
documents to associate with label A, namely documents 
including data that matches the attributes associated with 
label A. Training module 210 similarly associates document 
classifiers B and C with labels B and C, and the attributes of 
labels B and C, respectively. 

In an example, training data 225 may also include data 
specifying a distribution of classifications across the classi 
fied documents included therein. In this example, Document 
1 is associated with label A. Document 2 is associated with 
label B. Document 3 is associated with label B, rather than 
label C as described in a foregoing example. For these clas 
sified documents, a distribution of classifications includes the 
following distribution: {(Label A, 1), (Label B, 2)}. The 
foregoing distribution specifies that training data 225 
includes one occurrence of label A and two occurrences of 
label B. 

In this example, training module 210 is configured to train 
document classifiers 215 to detect labels A and B in the 
unclassified documents included in (untrusted) corpus 110 in 
accordance with the distribution of classifications included in 
training data 225. In particular, document classifiers 215 are 
trained to assign label B to approximately twice as many 
documents as label A is assigned to documents. 

In an example, classification manager 205 may be config 
ured to assign a classification to an unclassified document 
based on numerous criteria, including, e.g., whether the data 
included in the unclassified document matches the attributes 
of a classification, whether the assignment of a particular 
classification to an unclassified document promotes a distri 
bution of classifications that is in accordance with the distri 
bution of classifications included in training data 225, or any 
combination thereof. Classification manager 205 may also be 
configured to assign weights to the numerous criteria used in 
classifying an unclassified document. In an example, classi 
fication manager 205 may be configured to weight more 
heavily a match between data included in a document and the 
attributes of a classification, than an assignment of classifi 
cations that promotes the distribution of classifications 
included in training data 225, or vice versa. 

In an example, confidence score generator 220 is config 
ured to generate “soft classifications. Generally, soft classi 
fications include a classification that is associated with a 
confidence score (and/or a probability) indicative of the accu 
racy of an assignment of a classification to an unclassified 
document. Confidence score generator 220 generates a con 
fidence score based on a measure of the degree to which data 
included in an unclassified document matches the attributes 
of a particular classification. 

For example, a confidence score may be based on whether 
data included in a document includes the data patterns asso 
ciated with a classification, the placement of words associated 
with the classification, the keywords associated with the clas 
sification, and so forth. In this example, the larger the amount 
of data in an unclassified document matches the attributes of 
a classification, the higher the confidence score is for the 
accuracy of the association of the classification with the 
unclassified document, and vice versa. 

In an example, confidence score generator 220 compares 
data included in a document to the attributes of a particular 
classification. Based on the comparison, confidence score 
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generator 220 calculates a confidence score indicative of a 
correspondence between the data included in the document 
and the attributes of a particular classification. 

In an example, classification manager 205 is configured to 
determine a classification for a cluster of documents based on 
the classifications associated with individual, classified docu 
ments in the cluster. In particular, classification manager 205 
may determine a classification for a cluster by identifying a 
prevalent classification (e.g., a classification that is associated 
with a large number of individual, classified documents). 
Classification manager 205 associates the cluster with the 
prevalent classification. In another example, classification 
manager 205 analyzes the confidence scores associated the 
assignment of classifications to individual documents. In this 
example, classification manager 205 assigns the cluster a 
classification associated with an acceptable confidence score, 
as described in further detail below. 

In another example, only a portion of documents in a clus 
ter may be classified and used to determine a classification for 
a cluster. In this example, seventy percent of the documents in 
a particular cluster are classified and the remaining thirty 
percent of documents in the cluster are unclassified. Classi 
fication manager 205 determines a classification for the par 
ticular cluster based on classifications associated with the 
seventy percent of documents that are classified. 
As previously described, classification manager 205 uses 

labels A, B, and C to generate document classifiers A, B, and 
C. In this example, classification manager 205 applies docu 
ment classifiers A, B, and C to portions of data associated with 
corpus 110, including, e.g., unclassified documents. Based on 
an application of document classifiers 215 (e.g., document 
classifiers A, B, and C), classification manager 205 generates 
classified documents 230 by associating an unclassified 
Document 11 with label A, associating an unclassified Docu 
ment 12 with label B, and associating an unclassified Docu 
ment 13 with label B. 

In an example, a cluster includes Document 11, Document 
12, and Document 13, discussed above, as indicated in Table 
1 below. 

TABLE 1. 

Document Classification Confidence level 

Document 11 Label A 95% 
Document 12 Label B SO% 
Document 13 Label B 60% 

As illustrated in the above Table 1, each of classified Docu 
ments 11, 12, and 13 is associated with a confidence score. 
Specifically, Document 11 is associated with a confidence 
score of 95%, indicating that confidence score generator 220 
determined that the association of label A with Document 11 
is 95% accurate. Document 12 is associated with a confidence 
score of 50%, indicating that confidence score generator 220 
determined that the association of label B with Document 12 
is 50% accurate. Document 13 is associated with a confidence 
score of 60%, indicating that confidence score generator 220 
determined that the association of label B with Document 13 
is 60% accurate. 

Classified documents may be associated with a cluster of 
documents, such as an unclassified cluster. Classification 
manager 205 analyzes the confidence scores associated with 
the classified documents to determine which classification to 
associate with the unclassified cluster. In an example, classi 
fication manager 205 does so by calculating a weighted value 
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for each classification based at least in part of the confidence 
score associated with the classification. 

Classification manager 205 then compares the weighed 
values and selects a classification associated with a weighed 
value that exceeds a pre-defined threshold. By associating a 
classification with an unclassified cluster, classification man 
ager 205 generates classified cluster. 

In an example, classification manager 205 associates an 
unclassified Cluster A with a prevalent classification, includ 
ing, e.g., a classification assigned to classified Documents 11, 
12, and 13 a frequent number of times. In this example, 
classification manager 205 selects label B and generates a 
classified Cluster A' by associating unclassified Cluster A 
with label B. In an example, a prevalent classification 
includes a classification that occurs in a cluster a certain 
percentage of times, including, e.g., 60%, 70%, 90%, and so 
forth. 

In another example, classification manager 205 associates 
unclassified Cluster A with a classification associated with an 
acceptable confidence score. In this example, an acceptable 
confidence score includes a confidence score associated with 
a relatively high value. Label A is associated with a confi 
dence score of 95%, which is a relatively high value in com 
parison to the other confidence scores. In this example, clas 
sification manager 205 selects label A and generates 
classified Cluster A' by associating unclassified Cluster A 
with label A. In an example, an acceptable confidence score 
includes a confidence score that exceeds a pre-defined value, 
including, e.g., a value of 50%, a value of 60%, and so forth. 

In an example, confidence score generator 220 is config 
ured to adjust a “confidence threshold for individual classi 
fications. In particular, a confidence threshold may be differ 
ent for various classifications. Generally, a confidence 
threshold specifies a minimum level of accuracy to be 
achieved by a confidence score. By adjusting the confidence 
threshold for individual classifications, confidencescoregen 
erator 220 promotes a corresponding confidence threshold in 
a classification associated with a cluster. 

In this example, confidence score generator 220 may be 
configured to assign classifications to documents when a 
confidence score associated with the classification (for a par 
ticular document) is greater than a pre-defined confidence 
threshold, including, e.g., a 90% confidence threshold. In this 
example, the classifications associated with documents have 
a confidence score of 90% or higher. Accordingly, a classifi 
cation selected by configuration manager 205 for a cluster has 
at least a 90% probability of being an accurate classification 
for the cluster. 

Classification manager 205 may be configured to assign a 
classification to a cluster of documents using numerous other 
models. In an example, classification manager 205 is config 
ured to assign a classification to a cluster of documents, for 
example, based on a subject of a “centroid document. Gen 
erally, a centroid document includes a Summary of data asso 
ciated with the documents in a cluster. In this example, clas 
sification manager 205 selects the subject of the centroid 
document as the classification of the cluster. 

In another example, classification manager 205 is config 
ured to assign a classification to a cluster based on a ranking 
of words that are included in the individual documents in an 
unclassified cluster. A term frequency-inverse document fre 
quency (“tf-idf) model is used in ranking the words that are 
included in individual documents in an unclassified cluster. 
Generally, t?-idf includes assigning a weighted value to a 
word included in a document. The weighted value includes a 
statistical measure that is used by configuration manager 205 
to evaluate an importance of a word to a document in the 
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cluster. The importance of the word increases proportionally 
to the number of times the word appears in the document. The 
importance of the word also decreases based on a frequency 
of an occurrence of the word in the documents in the cluster. 
In this example, a cluster is classified with a word that is 
associated with a large weighted value. 

FIG.3 is a flowchart of an exemplary method 300 executed 
by system 200 (shown in FIG. 2) for classifying documents. 
Referring to FIGS. 2 and 3, in exemplary embodiments, 
method 300 is performed by classification manager 205, 
which is executed by a computing device. 

Classification manager 205 (e.g., using training module 
210) generates 305 a set of document classifiers 215 by apply 
ing a classification algorithm to trusted corpus, which 
includes a set of training documents 225 representing a tax 
onomy. For example, training documents 225 may be classi 
fied into a taxonomy that includes a hierarchy of classifica 
tions. In exemplary embodiments, the trusted corpus includes 
email messages, chat logs, transcribed telephone conversa 
tions, customer Support documentation, predetermined 
responses to Support issues, and/or customer service repre 
sentative training documents. 

Further, training documents 225 included in the trusted 
corpus may include only classified documents that are asso 
ciated with a classification confidence level greater than a 
predetermined threshold value (e.g., 80%, 90%. 95%, or 
100%). As an example, training documents 225 may include 
classified documents that are associated with a classification 
manually entered by a user (e.g., in response to prompting 
335, as described in more detail below). 

Classification manager 205 executes 310 one or more of 
the generated document classifiers against a plurality of input 
documents (e.g., unclassified documents) in corpus 110 to 
create a plurality of classified documents 230. Each classified 
document 230 is associated with a classification within the 
taxonomy and a classification confidence level (e.g., deter 
mined by confidence score generator 220). 

In some scenarios, document classifiers 215 may return a 
plurality of classifications for an input document in corpus 
110. Referring to Such an input document as a first input 
document, classification manager 205 identifies 315 a lowest 
common parent node of the plurality of classifications within 
the taxonomy. More specifically, the taxonomy may include a 
plurality of levels, and each level may include one or more 
nodes representing a classification or “label. For example, if 
the classifications “capacity' and "spam' are in a third level 
of the taxonomy and related as children to the classification 
“email' in a second level of the taxonomy, classification 
manager 205 may identify 315 “email as the lowest common 
parent of the classifications returned by document classifiers 
215. In other examples, the lowest common parent may be 
two or more levels above the returned classifications in the 
taxonomy. Classification manager 205 associates 320 the first 
input document with the identified lowest common parent. 

Classification manager 205 (e.g., using training module 
210) selects 325 one or more classified documents 230 that 
are associated with a classification confidence level below a 
predetermined threshold value (e.g., 50%, 60%, or 75%) to 
create a set of low-confidence documents. Classification 
manager 205 declassifies 330 the low-confidence documents 
by disassociating the low-confidence documents from each of 
the associated classifications. 

Classification manager 205 prompts 335 a user to enter a 
classification within the taxonomy for at least one low-con 
fidence document. When the user enters a classification, clas 
sification manager 205 associates 340 the low-confidence 
document with the entered classification and with a predeter 
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mined confidence level to create a newly classified document 
in classified document 230. In exemplary embodiments, the 
predetermined confidence level is a highest possible confi 
dence level (e.g., 100%) and may be referred to as a “gold” 
confidence. Similarly, classified documents 230 associated 
with a gold confidence level may be referred to as gold docu 
ments. As shown in FIG. 2, gold documents may be included 
in training documents 225. Such that user-entered classifica 
tions are taken into account in future iterations of method 300. 
For example, document classifiers 215 may be generated 
based at least in part on the gold documents associated with 
user-entered classifications. One or more users may be simi 
larly prompted 335 to enter a classification for all low-confi 
dence documents in classified documents 230. 

FIG. 4 is a block diagram showing example or representa 
tive computing devices and associated elements that may be 
used to implement the systems of FIGS. 1 and 2. FIG. 4 shows 
an example of a generic computing device 400 and a generic 
mobile computing device 450, which may be used with the 
techniques described here. Computing device 400 is intended 
to represent various forms of digital computers, such as lap 
tops, desktops, workstations, personal digital assistants, serv 
ers, blade servers, mainframes, and other appropriate com 
puters. Computing device 450 is intended to represent various 
forms of mobile devices, such as personal digital assistants, 
cellular telephones, Smartphones, and other similar comput 
ing devices. The components shown here, their connections 
and relationships, and their functions, are meant to be exem 
plary only, and are not meant to limit implementations of the 
inventions described and/or claimed in this document. 
Computing device 400 includes a processor 402, memory 

404, a storage device 406, a high-speed interface or controller 
408 connecting to memory 404 and high-speed expansion 
ports 410, and a low-speed interface or controller 412 con 
necting to low-speed bus 414 and storage device 406. Each of 
the components 402,404, 406, 408, 410, and 412, are inter 
connected using various busses, and may be mounted on a 
common motherboard or in other manners as appropriate. 
The processor 402 can process instructions for execution 
within the computing device 400, including instructions 
stored in the memory 404 or on the storage device 406 to 
display graphical information for a GUI on an external input/ 
output device. Such as display 416 coupled to high-speed 
controller 408. In other implementations, multiple processors 
and/or multiple buses may be used, as appropriate, along with 
multiple memories and types of memory. Also, multiple com 
puting devices 400 may be connected, with each device pro 
viding portions of the necessary operations (e.g., as a server 
bank, a group of blade servers, or a multi-processor system). 
The memory 404 stores information within the computing 

device 400. In one implementation, the memory 404 is a 
Volatile memory unit or units. In another implementation, the 
memory 404 is a non-volatile memory unit or units. The 
memory 404 may also be another form of computer-readable 
medium, Such as a magnetic or optical disk. 
The storage device 406 is capable of providing mass stor 

age for the computing device 400. In one implementation, the 
storage device 406 may be or contain a computer-readable 
medium, Such as a floppy disk device, a hard disk device, an 
optical disk device, or a tape device, a flash memory or other 
similar solid state memory device, or an array of devices, 
including devices in a storage area network or other configu 
rations. A computer program product can be tangibly embod 
ied in an information carrier. The computer program product 
may also contain instructions that, when executed, perform 
one or more methods, such as those described above. The 
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information carrier is a computer- or machine-readable 
medium, such as the memory 404, the storage device 406, or 
memory on processor 402. 
The high-speed controller 408 manages bandwidth-inten 

sive operations for the computing device 400, while the low 
speed controller 412 manages lower bandwidth-intensive 
operations. Such allocation of functions is exemplary only. In 
one implementation, the high-speed controller 408 is coupled 
to memory 404, display 416 (e.g., through a graphics proces 
sor or accelerator), and to high-speed expansion ports 410. 
which may accept various expansion cards (not shown). In the 
implementation, low-speed controller 412 is coupled to Stor 
age device 406 and low-speed bus 414. The low-speed bus, 
which may include various communication ports (e.g., USB, 
Bluetooth, Ethernet, wireless Ethernet) may be coupled to 
one or more input/output devices, such as a keyboard, a point 
ing device, a scanner, or a networking device Such as a Switch 
or router, e.g., through a network adapter. 
The computing device 400 may be implemented in a num 

ber of different forms, as shown in the figure. For example, it 
may be implemented as a standard server 420, or multiple 
times in a group of Such servers. It may also be implemented 
as part of a rack server system 424. In addition, it may be 
implemented in a personal computer Such as a laptop com 
puter 422. Alternatively, components from computing device 
400 may be combined with other components in a mobile 
device (not shown), such as device 450. Each of such devices 
may contain one or more of computing device 400, 450, and 
an entire system may be made up of multiple computing 
devices 400, 450 communicating with each other. 

Computing device 450 includes a processor 452, memory 
464, an input/output device such as a display 454, a commu 
nication interface 466, and a transceiver 468, among other 
components. The device 450 may also be provided with a 
storage device, such as a microdrive or other device, to pro 
vide additional storage. Each of the components 450, 452, 
464, 454, 456, and 458, are interconnected using various 
buses, and several of the components may be mounted on a 
common motherboard or in other manners as appropriate. 
The processor 452 can execute instructions within the com 

puting device 450, including instructions stored in the 
memory 464. The processor may be implemented as a chipset 
of chips that include separate and multiple analog and digital 
processors. The processor may provide, for example, for 
coordination of the other components of the device 450, such 
as control of user interfaces, applications run by device 450, 
and wireless communication by device 450. 

Processor 452 may communicate with a user through con 
trol interface 458 and display interface 456 coupled to a 
display 454. The display 454 may be, for example, a TFT 
LCD (Thin-Film-Transistor Liquid Crystal Display) or an 
OLED (Organic Light Emitting Diode) display, or other 
appropriate display technology. The display interface 456 
may comprise appropriate circuitry for driving the display 
454 to present graphical and other information to a user. The 
control interface 458 may receive commands from a user and 
convert them for submission to the processor 452. In addition, 
an external interface 462 may be provide in communication 
with processor 452. So as to enable near area communication 
of device 450 with other devices. External interface 462 may 
provide, for example, for wired communication in some 
implementations, or for wireless communication in other 
implementations, and multiple interfaces may also be used. 
The memory 464 stores information within the computing 

device 450. The memory 464 can be implemented as one or 
more of a computer-readable medium or media, a volatile 
memory unit or units, or a non-volatile memory unit or units. 
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Expansion memory 474 may also be provided and connected 
to device 450 through expansion interface 472, which may 
include, for example, a SIMM (Single In Line Memory Mod 
ule) card interface. Such expansion memory 474 may provide 
extra storage space for device 450, or may also store applica 
tions or other information for device 450. Specifically, expan 
sion memory 474 may include instructions to carry out or 
Supplement the processes described above, and may include 
secure information also. Thus, for example, expansion 
memory 474 may be provide as a security module for device 
450, and may be programmed with instructions that permit 
secure use of device 450. In addition, secure applications may 
be provided via the SIMM cards, along with additional infor 
mation, Such as placing identifying information on the SIMM 
card in a non-hackable manner. 
The memory may include, for example, flash memory and/ 

or NVRAM memory, as discussed below. In one implemen 
tation, a computer program product is tangibly embodied in 
an information carrier. The computer program product con 
tains instructions that, when executed, perform one or more 
methods, such as those described above. The information 
carrier is a computer- or machine-readable medium, Such as 
the memory 464, expansion memory 474, or memory on 
processor 452, that may be received, for example, over trans 
ceiver 468 or external interface 462. 

Device 450 may communicate wirelessly through commu 
nication interface 466, which may include digital signal pro 
cessing circuitry where necessary. Communication interface 
466 may provide for communications under various modes or 
protocols, such as GSM voice calls, SMS, EMS, or MMS 
messaging, CDMA, TDMA, PDC, WCDMA, CDMA2000, 
or GPRS, among others. Such communication may occur, for 
example, through radio-frequency transceiver 468. In addi 
tion, short-range communication may occur, Such as using a 
Bluetooth, WiFi, or other such transceiver (not shown). In 
addition, GPS (Global Positioning system) receiver module 
470 may provide additional navigation- and location-related 
wireless data to device 450, which may be used as appropriate 
by applications running on device 450. 

Device 450 may also communicate audibly using audio 
codec 460, which may receive spoken information from a 
user and convert it to usable digital information. Audio codec 
460 may likewise generate audible Sound for a user, Such as 
through a speaker, e.g., in a handset of device 450. Such sound 
may include Sound from Voice telephone calls, may include 
recorded sound (e.g., voice messages, music files, etc.) and 
may also include Sound generated by applications operating 
on device 450. 
The computing device 450 may be implemented in a num 

ber of different forms, as shown in the figure. For example, it 
may be implemented as a cellular telephone 480. It may also 
be implemented as part of a Smartphone 482, personal digital 
assistant, a computer tablet, or other similar mobile device. 

Thus, various implementations of the systems and tech 
niques described here can be realized in digital electronic 
circuitry, integrated circuitry, specially designed ASICs (ap 
plication specific integrated circuits), computer hardware, 
firmware, software, and/or combinations thereof. These vari 
ous implementations can include implementation in one or 
more computer programs that are executable and/or interpret 
able on a programmable system including at least one pro 
grammable processor, which may be special or general pur 
pose, coupled to receive data and instructions from, and to 
transmit data and instructions to, a storage system, at least one 
input device, and at least one output device. 

These computer programs (also known as programs, soft 
ware, Software applications or code) include machine instruc 
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tions for a programmable processor, and can be implemented 
in a high-level procedural and/or object-oriented program 
ming language, and/or in assembly/machine language. As 
used herein, the terms “machine-readable medium’ “com 
puter-readable medium” refers to any computer program 
product, apparatus and/or device (e.g., magnetic discs, optical 
disks, memory, Programmable Logic Devices (PLDs)) used 
to provide machine instructions and/or data to a program 
mable processor, including a machine-readable medium that 
receives machine instructions as a machine-readable signal. 
The term “machine-readable signal” refers to any signal used 
to provide machine instructions and/or data to a program 
mable processor. 

To provide for interaction with a user, the systems and 
techniques described here can be implemented on a computer 
having a display device (e.g., a CRT (cathode ray tube) or 
LCD (liquid crystal display) monitor) for displaying infor 
mation to the user and a keyboard and a pointing device (e.g., 
a mouse or a trackball) by which the user can provide input to 
the computer. Other kinds of devices can be used to provide 
for interaction with a user as well; for example, feedback 
provided to the user can be any form of sensory feedback 
(e.g., visual feedback, auditory feedback, or tactile feed 
back); and input from the user can be received in any form, 
including acoustic, speech, or tactile input. 
The systems and techniques described here can be imple 

mented in a computing system (e.g., computing device 400 
and/or 450) that includes a back end component (e.g., as a 
data server), or that includes a middleware component (e.g., 
an application server), or that includes a front end component 
(e.g., a client computer having a graphical user interface or a 
Web browser through which a user can interact with an imple 
mentation of the systems and techniques described here), or 
any combination of Such back end, middleware, or front end 
components. The components of the system can be intercon 
nected by any form or medium of digital data communication 
(e.g., a communication network). Examples of communica 
tion networks include a local area network (“LAN), a wide 
area network (“WAN”), and the Internet. 
The computing system can include clients and servers. A 

client and server are generally remote from each other and 
typically interact through a communication network. The 
relationship of client and server arises by virtue of computer 
programs running on the respective computers and having a 
client-server relationship to each other. 

In the example embodiment, computing devices 400 and 
450 are configured to receive and/or retrieve electronic docu 
ments from various other computing devices connected to 
computing devices 400 and 450 through a communication 
network, and store these electronic documents within at least 
one of memory 404, storage device 406, and memory 464. 
Computing devices 400 and 450 are further configured to 
manage and organize these electronic documents within at 
least one of memory 404, storage device 406, and memory 
464 using the techniques described herein. 

In addition, the logic flows depicted in the figures do not 
require the particular order shown, or sequential order, to 
achieve desirable results. In addition, other steps may be 
provided, or steps may be eliminated, from the described 
flows, and other components may be added to, or removed 
from, the described systems. Accordingly, other embodi 
ments are within the scope of the following claims. 

It will be appreciated that the above embodiments that have 
been described in particular detail are merely example or 
possible embodiments, and that there are many other combi 
nations, additions, or alternatives that may be included. 
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Also, the particular naming of the components, capitaliza 

tion of terms, the attributes, data structures, or any other 
programming or structural aspect is not mandatory or signifi 
cant, and the mechanisms that implement the invention or its 
features may have different names, formats, or protocols. 
Further, the system may be implemented via a combination of 
hardware and software, as described, or entirely in hardware 
elements. Also, the particular division of functionality 
between the various system components described herein is 
merely exemplary, and not mandatory; functions performed 
by a single system component may instead be performed by 
multiple components, and functions performed by multiple 
components may instead performed by a single component. 
Some portions of above description present features in 

terms of algorithms and symbolic representations of opera 
tions on information. These algorithmic descriptions and rep 
resentations may be used by those skilled in the data process 
ing arts to most effectively convey the substance of their work 
to others skilled in the art. These operations, while described 
functionally or logically, are understood to be implemented 
by computer programs. Furthermore, it has also proven con 
Venient at times, to refer to these arrangements of operations 
as modules or by functional names, without loss of generality. 

Unless specifically stated otherwise as apparent from the 
above discussion, it is appreciated that throughout the 
description, discussions utilizing terms such as “processing 
or “computing” or "calculating or “determining or "dis 
playing or “providing or the like, refer to the action and 
processes of a computer system, or similar electronic com 
puting device, that manipulates and transforms data repre 
sented as physical (electronic) quantities within the computer 
system memories or registers or other such information stor 
age, transmission or display devices. 

Based on the foregoing specification, the above-discussed 
embodiments of the invention may be implemented using 
computer programming or engineering techniques including 
computer software, firmware, hardware or any combination 
or Subset thereof. Any such resulting program, having com 
puter-readable and/or computer-executable instructions, may 
be embodied or provided within one or more computer-read 
able media, thereby making a computer program product, i.e., 
an article of manufacture, according to the discussed embodi 
ments of the invention. The computer-readable media may be, 
for instance, a fixed (hard) drive, diskette, optical disk, mag 
netic tape, semiconductor memory Such as read-only memory 
(ROM) or flash memory, etc., or any transmitting/receiving 
medium Such as the Internet or other communication network 
or link. The article of manufacture containing the computer 
code may be made and/or used by executing the instructions 
directly from one medium, by copying the code from one 
medium to another medium, or by transmitting the code over 
a network. 

While the disclosure has been described interms of various 
specific embodiments, it will be recognized that the disclo 
sure can be practiced with modification within the spirit and 
Scope of the claims. 
What is claimed is: 
1. A computer-implemented method including executing 

instructions stored on a computer-readable medium, the 
method comprising: 

generating a set of document classifiers by applying a 
classification algorithm to a trusted corpus, wherein the 
trusted corpus includes a set of training documents rep 
resenting a hierarchical taxonomy, the hierarchical tax 
onomy including a hierarchical tree structure of domain 
specific issues that includes multiple levels of issue cat 
egories, Subcategories, and Sub issues of each issue, the 
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trusted corpus further includes previously classified 
documents associated with a classification confidence 
level above a predetermined confidence level threshold; 

executing one or more of the generated document classifi 
ers against a first plurality of input documents to create 
a first plurality of classified documents, wherein each 
classified document is associated with a classification 
within the taxonomy and a classification confidence 
level; 

Selecting one or more classified documents that are asso 
ciated with a classification confidence level below the 
predetermined confidence level threshold to create a set 
of low-confidence documents; 

disassociating the low-confidence documents from each of 
the associated classifications; 

prompting a user to enter a new classification within the 
hierarchical taxonomy for at least one low-confidence 
document, wherein the low-confidence document is 
associated with the entered classification and with a 
predetermined confidence level to create a newly clas 
sified document in at least one of the multiple levels of 
issue categories, Subcategories, and Sub issues of each 
issue of the hierarchical taxonomy; 

applying a highest classification confidence level to the 
newly classified document; 

including the newly classified document in the trusted cor 
pus to create an updated trusted corpus; and 

executing one or more of the generated document classifi 
ers, by applying the classification algorithm to the 
updated trusted corpus against a second plurality of 
input documents to create a second plurality of classified 
documents, wherein each classified document is associ 
ated with a classification within the taxonomy and a 
classification confidence level. 

2. The method of claim 1, wherein generating a set of 
document classifiers further comprises applying a classifica 
tion algorithm to a trusted corpus by applying the classifica 
tion algorithm to a trusted corpus including classified docu 
ments having a classification confidence level greater than a 
predetermined confidence level threshold. 

3. The method of claim 1, wherein generating a set of 
document classifiers further comprises applying a classifica 
tion algorithm to a trusted corpus by applying the classifica 
tion algorithm to a trusted corpus including classified docu 
ments associated with a classification entered by a user. 

4. The method of claim 1, further comprising selecting one 
or more of the classified documents from the second plurality 
of input documents that are associated with a classification 
confidence below a different predetermined confidence level 
threshold to create a new set of low-confidence documents, 
wherein the different predetermined confidence level thresh 
old is lower than the predetermined confidence level thresh 
old. 

5. The method of claim 1, further comprising, when one or 
more of the generated document classifiers returns a plurality 
of classifications for a first input document of the plurality of 
input documents: 

identifying a lowest common parent node of the plurality of 
classifications within the taxonomy; and 

associating the first input document with the identified 
lowest common parent node. 

6. The method of claim 1, wherein generating a set of 
document classifiers further comprises applying a classifica 
tion algorithm to a trusted corpus by applying the classifica 
tion algorithm to a trusted corpus including one or more of the 
following: email messages, chat logs, and transcribed tele 
phone conversations. 
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7. The method of claim 1, wherein generating a set of 

document classifiers further comprises applying a classifica 
tion algorithm to a trusted corpus by applying the classifica 
tion algorithm to a trusted corpus including one or more of the 
following: customer Support documentation, predetermined 
responses to support issues, and customer service represen 
tative training documents. 

8. A computer system comprising: 
a memory for storing a trusted corpus, wherein the trusted 

corpus includes a set of training documents representing 
a hierarchical taxonomy, the hierarchical taxonomy 
including a hierarchical tree structure of domain specific 
issues that includes multiple levels of issue categories, 
Subcategories, and Sub issues of each issue, the trusted 
corpus further includes previously classified documents 
associated with a classification confidence level above a 
predetermined confidence level threshold; and 

a processor coupled to the memory and programmed to: 
generate a set of document classifiers by applying a 

classification algorithm to the trusted corpus; 
execute one or more of the generated document classi 

fiers against a first plurality of input documents to 
create a first plurality of classified documents, 
wherein each classified document is associated with a 
classification within the taxonomy and a classifica 
tion confidence level; 

Select one or more classified documents that are associ 
ated with a classification confidence level below the 
predetermined confidence level threshold to create a 
set of low-confidence documents; 

disassociate the low-confidence documents from each of 
the associated classifications; 

prompt a user to enter a classification within the hierar 
chical taxonomy for at least one low-confidence 
document, wherein the low-confidence document is 
associated with the entered classification and with a 
predetermined confidence level to create a newly clas 
sified document; 

apply a highest classification confidence level to the 
newly classified document; 

include the newly classified document in the trusted 
corpus to create an updated trusted corpus; and 

execute one or more of the generated document classi 
fiers, by applying the classification algorithm to the 
updated trusted corpus against a second plurality of 
input documents to create a second plurality of clas 
sified documents, wherein each classified document 
is associated with a classification within the tax 
onomy and a classification confidence level. 

9. The system of claim 8, wherein the processor is pro 
grammed to apply the classification algorithm against a 
trusted corpus including classified documents with a classi 
fication confidence level greater than a predetermined confi 
dence level threshold. 

10. The system of claim 8, wherein the processor is pro 
grammed to apply the classification algorithm to a trusted 
corpus including classified documents associated with a clas 
sification entered by a user. 

11. The system of claim 8, wherein the processor is further 
programmed to select one or more of the classified documents 
from the second plurality of input documents that are associ 
ated with a classification confidence below a different prede 
termined confidence level threshold to create a new set of 
low-confidence documents, wherein the different predeter 
mined confidence level threshold is lower than the predeter 
mined confidence level threshold. 
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12. The system of claim8, wherein when one or more of the 
generated document classifiers returns a plurality of classifi 
cations for a first input document of the plurality of input 
documents, the processor is further programmed to: 

identify a lowest common parent of the plurality of classi 
fications within the taxonomy; and 

associate the first input document with the identified lowest 
common parent. 

13. The system of claim 8, wherein the processor is pro 
grammed to apply the classification algorithm to a trusted 
corpus including one or more of the following: email mes 
Sages, chat logs, and transcribed telephone conversations. 

14. The system of claim 8, wherein the processor is pro 
grammed to apply the classification algorithm to a trusted 
corpus including one or more of the following: customer 
Support documentation, predetermined responses to support 
issues, and customer service representative training docu 
mentS. 

15. One or more non-transitory computer-readable media 
having computer-executable instructions embodied thereon, 
wherein when executed by a computing device, the computer 
executable instructions cause the computing device to: 

generate a set of document classifiers by applying a clas 
sification algorithm to a trusted corpus, wherein the 
trusted corpus includes a set of training documents rep 
resenting a hierarchical taxonomy, the hierarchical tax 
onomy including a hierarchical tree structure of domain 
specific issues that includes multiple levels of issue cat 
egories, subcategories, and sub issues of each issue, the 
trusted corpus further includes previously classified 
documents associated with a classification confidence 
level above a predetermined confidence level threshold: 

execute one or more of the generated document classifiers 
against a first plurality of input documents to create a 
first plurality of classified documents, wherein each 
classified document is associated with a classification 
within the taxonomy and a classification confidence 
level; 

Select one or more classified documents that are associated 
with a classification confidence level below the prede 
termined confidence level threshold to create a set of 
low-confidence documents: 

disassociate the low-confidence documents from each of 
the associated classifications: 

prompt a user to enter a classification within the hierarchi 
cal taxonomy for at least one low-confidence document, 
wherein the low-confidence document is associated with 
the entered classification and with a predetermined con 
fidence level to create a newly classified document; 
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apply a highest classification confidence level to the 

newly classified document; 
include the newly classified document in the trusted 

corpus to create an updated trusted corpus; and 
execute one or more of the generated document classifiers, 

by applying the classification algorithm to the updated 
trusted corpus against a second plurality of input docu 
ments to create a second plurality of classified docu 
ments, wherein each classified document is associated 
with a classification within the taxonomy and a classifi 
cation confidence level. 

16. The computer-readable media of claim 15, wherein the 
computer-executable instructions cause the processor to 
apply the classification algorithm to a trusted corpus includ 
ing classified documents with a classification confidence 
level greater than a predetermined confidence level threshold. 

17. The computer-readable media of claim 15, wherein the 
computer-executable instructions cause the processor to 
apply the classification algorithm to a trusted corpus includ 
ing classified documents associated with a classification 
entered by a user. 

18. The computer-readable media of claim 15, wherein the 
computer-executable instructions further cause the processor 
to select one or more of the classified documents from the 
Second plurality of input documents that are associated with a 
classification confidence below a different predetermined 
confidence level threshold to create a new set of low-confi 
dence documents, wherein the different predetermined con 
fidence level threshold is lower than the predetermined con 
fidence level threshold. 

19. The computer-readable media of claim 15, wherein 
when one or more of the generated document classifiers 
returns a plurality of classifications for a first input document 
of the plurality of input documents, the computer-executable 
instructions cause the processor to apply the classification 
algorithm to: 

identify a lowest common parent of the plurality of classi 
fications within the taxonomy; and 

associate the first input document with the identified lowest 
common parent. 

20. The computer-readable media of claim 15, wherein the 
computer-executable instructions cause the processor to 
apply the classification algorithm to a trusted corpus includ 
ing one or more of the following: email messages, chat logs, 
transcribed telephone conversations, customer support docu 
mentation, predetermined responses to support issues, and 
customer service representative training documents. 


